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Abstract

In this paper we study the numerical solution of the differential/algebraic

systems F(t, y, y') = O. Many of these systems can be solved conveniently and

economically using a range of ODE methods. Others can be solved only by a small

subset of ODE methods, and still others present insurmountable difficulty for all

current ODE methods. We examine the first two groups of problems and indicate which

methods we believe to be best for them. Then we explore the properties of the third

group which cause the methods to fail.

The important factor which determines the solvability of systems of linear

problems is a quantity called the global nilpotency. This differs from the usual

nilpotency for matrix pencils when the problem is time dependent, so that techniques

based on matrix transformations are unlikely to be successful.

1. INTRODUCTION

We are interested in initial value problems for the differential/algebraic

equation (DAE)

(1.1) F( t, y, y') = 0 ,

where F, y, and y' are s-dimensional vectors. F will be assumed to be suitably

differentiable. Many of these problems can be solved conveniently and economically

using numerical ODE methods. Other problems cause serious difficulties for these

methods. Our purpose in this paper is first to examine those classes of problems

that are solvable by ODE methods, and to indicate which methods are most

advantageous for this purpose. Secondly, we want to describe the problems which are

not solvable by ODE methods, and the properties of these problems which cause the

methods to fail.

The idea of using ODE methods for solving DAE systems directly was introduced

in [3], and is best illustrated by considering the simplest possible algorithm,
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based on the backward Euler method. In this method the derivative y'(tn+l) at time

tn+l is approximated by a backward difference of y(t), and the resulting system of

nonlinear equations is solved for Yn+l'

(1.2)

In this way the solution is advanced from time t n to time tn+l' Higher order

techniques such as backward differentiation formulas (BDF), Runge-Kutta methods, and

extrapolation methods are generalizations of this simple idea.

One of the main advantages in using ODE methods directly for solving DAE

systems is that these methods preserve the sparsity of the system. For example, one

set of DAE systems which is particularly simple to solve consists of systems which

are really ODEs in disguise. If, in (1.1), of/oy' is nonsingular, then the system

can, in principle, be inverted to obtain an explicit system of ODEs

(1.3) y' = f(t, y)

However, if of/oy' is a sparse matrix, its inverse may not be sparse. Thus it is

preferable to solve the system directly in its original form. Similarly, it is

possible to reduce more complex DAE systems to a standard form which, though not as

simple as (1.3), may be handled via well known techniques. This approach also tends

to destroy the natural sparsity of the system.

The most challenging difficulties for solving DAE systems occur when of/oy' is

singular. These are the systems with which we are concerned here. In some sense

the simplest, or at least the best understood, class of DAE systems is that which is

linear with constant-coefficients. These systems,

(1.4) Ay'(t) + By(t) = g(t) ,

can be completely understood via the Kronecker canonical form of the matrix pencil

(B + AA). The important characteristic of equation (1.4) that determines the

behavior of the system and numerical methods is the nilpotency of the matrix pencil

B + AA. Numerical methods such as (1.2) can be used to solve linear and nonlinear

systems of nilpotency no greater than one with no great difficulty. Algorithms

based on these methods experience problems when the nilpotency is greater than one.

With some care techniques based on higher order methods such as extrapolation can be

constructed for solving systems of the form (1.4), even if the nilpotency exceeds

one. We consider these issues in Section 2.

One might hope that the study of (1.4) could be used as a guide for

understanding more complicated DAE systems. In general this fails to be true. The

structure of the local constant-coefficient system may not describe the behavior of

solutions to the DAE, for nonlinear or even linear, non-constant-coefficient systems
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whose index is greater than one. Numerical methods which work for (1.4) break down

when the matrices are time-dependent and the nilpotency is greater than one. In

fact, we are not aware of any numerical methods (based on ODE techniques or

otherwise) for solving general linear DAE systems, let alone nonlinear systems. In

Section 3 we examine time-dependent problems and show where the difficulties with

conventional methods arise.

We will not examine the general nonlinear problem (1.1) here because we do not

yet know how to solve the nonconstant coefficient linear problem. We do know that

the nonconstant-coefficient case is not a simple extension of the constant-

coefficient case when the nilpotency exceeds one, so there is no guarantee that

methods found to solve the nonconstant-coefficient case will extend to the nonlinear

case.

2. CONSTANT-COEFFICIENT PROBLEMS

The existence and so Iut ton of linear constant-coefficient systems (1.4) is

easily understood by transforming the system to Kronecker canonical form (KCF). For

details see [11]. We give only an overview. The matrix pencil B + M will be

written as (A,B). The main idea is that there exist nonsingular matrices P and Q

which reduce (A,B) to canonical form. When P and Q are applied to (1.4), we obtain

(2.1)

where (PAQ,PBQ) is the canoni.cal form. When B + M is singular for all values of A,

no solutions exist, or infinitely many solutions exist. It is not even reasonable

to try to solve these systems numerically. Fortunately, numerical ODE methods

reject these problems almost automatically because they have to solve a linear

system involving the matrix A + (where h is the stepsize and is a scalar which

depends on the method and recent stepsize history), and this is singular for all

values of h. When det(A + B/A) is not identically zero, the system is called

"solvable" because solutions to the differential/algebraic equation exist and two

solutions which share the same initial values must be identical. In the following

we will deal only with solvable systems.

For solvable systems the KCF of (2.1) can be written as

(2.2a)

(2. 2b)

yi(t) + CYl(t)

EYZ(t) + Y2(t)

where

Pg(t) ],
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and E has the property that there exists an integer m such that Em = 0, Em-1 ! o.
The value of m is defined to be the nilpotency of the system. The matrix E is

composed of Jordan blocks of the form

(2.3)

and m is the size of the largest of these blocks. Note that the nilpotency does not

exceed the number of infinite eigenvalues of B + but is less if E contains more

than one Jordan block.

The behavior of numerical methods for solving standard ODE systems (2.2a) is

well understood and will not be discussed here. Since the systems (2.2a) and (2.2b)

are completely uncoupled and the methods we are interested in are linear, it

suffices for understanding (1.4) to study the action of numerical methods on

subsystems of the form (2.2b), where E is a single block of form (2.3). When E is a

matrix of the form (2.3) and size n, the system is referred to as a canonical

(m = n) subsystem.

Systems whose nilpotency does not exceed one are the most easily understood,

and they seem to occur far more frequently in solving practical problems than the

other (> 1) subsystems. When the nilpotency does not exceed one, the matrix E in

(2.2b) is identically zero. Thus the system reduces to a system of standard form

ODEs plus some variables which are completely determined by simple linear relations.

What kinds of methods are most useful for solving these problems? Since, for

the DAE, the values of the algebraic components are completely determined at all

times (there are no arbitrary initial conditions for these variables), it is

desirable for the numerical solution to share this property.

Most automatic codes for solving DAE systems [7] are designed to handle

nonlinear systems of nilpotency (1. These codes cannot handle systems of higher

nilpotency, and it would be desirable in such codes to detect higher nilpotency

problems and stop. However, detection of these systems in practice seems to be a

fairly difficult problem at present.

Systems of nilpotency greater than one have several properties which are not

shared by the lower nilpotency systems. We can understand many of the properties of

(1.4) and of numerical methods by studying the simplest nilpotency 3 problem,

(2.4) z1 gCt)

zi - z2 0

z2 - z3 0
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The solution to this problem is zl = g(t). z2 = g' (t). z3 = g"(t). If initial

values are specified for the zi' the solution has a jump discontinuity unless these

initial values are compatible with the solution. If the driving term g(t) is not

twice differentiable everywhere, the solution will not exist everywhere. For

example, if g(t) has a simple jump discontinuity at some point, z2 is a dirac delta

function, and z3 is the derivative of a dirac delta.

What happens when a numerical method is applied to one of these problems? It

is surprising that some of the numerical ODE methods work so well on these problems

which are so unlike ODEs. We can best explain how the methods work by example.

When the backward Euler method is used to solve the nilpotency = 3 problem (2.4), we

find that the solution at time t n is given in terms of the solution at time t n- 1 by

(2.5) gn

(zl,n - zl,n-1)/h

(z2,n - z2,n-1)/h

where h = t n - tn-I' The values of zl will be correct at all steps (if roundoff

error is ignored), although the initial value zl,O may be incorrect. If the initial

values (which need not be specified for the original problem but must be specified

for the numerical procedure) are inconsistent, the values of z2,1 and z3,1 are

incorrect. In fact, as h 0 they diverge. However, after two steps we obtain an

O(h) correct value of z2,2 because it is obtained by the divided difference of g(t).

Finally, after the third step we obtain a good approximation to z3 which is given by

the second divided difference of g(t). After the third step all the components will

be O(h) accurate.

The behavior of a general BDF method is very similar to that of backward Euler

for fixed stepsize as shown in the following theorem, proved in [11].

Theorem If the k-step constant-stepsize BDF method is applied to the constant-

coefficient linear problem (1.4) with k < 7, the solution is O(hk) accurate globally

after a maximum of (m-1)k + 1 steps.

Unfortunately, these results for BDF break down when the stepsize is not

constant, as shown in the next theorem, proved in [5].

Theorem 2.2. If the k-step BDF method is applied to (1.4) with k < 7 and the ratio

of adjacent steps is bounded, then the global error is where

q = min(k, k-m+2).

Although, in principle, a problem of nilpotency no greater than seven could be

solved by the six-step BDF method with variable stepsize, the hypothesis in Theorem

2.2 that the ratio of adjacent steps is bounded is not a reasonable model in
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When a code is attempting to take the next step. all previous stepsizes

are now fixed, and the next step must be chosen to achieve the desired error. In

this model the error of a BDF formula used for numerical differentiation is O(h),

where h is the current stepsize. Consequently, if the nilpotency exceeds 2, the

error of one step does not converge as that stepsize goes to zero, and diverges if

the nilpotency exceeds 3.

The above results suggest that variable-stepsize BDF is not a suitable method

for solving constant-coefficient DAEs with arbitrary nilpotency. There is an

elegant way of handling these problems based on extrapolation of the backward Euler

method, which we will now describe. All ODE methods, however, break down when the

coefficients of the system are not constant (this is discussed in the next section).

Extrapolation is a technique for improving the order of a numerical solution by

trying to eliminate the error term. The reason for using the backward Euler method

as the basis for extrapolation in our particular situation is that the global error

has an asymptotic expansion in the stepsize h. That is.

(2.6) y(H, h) = y(H) + (H)h i + O(hm+l)
i=1 i

where y(H, h) is the numerical solution at time H which is computed with stepsize h,

and y(H) is the solution to the DAE at time H. It is easy to see that this

expansion exists for linear constant-coefficient DAEs by noting that there is such

an expansion for each of the canonical subsystems once the initial errors have

disappeared.

In the algorithm a sequence of approximations {y(H, h j)}, j 1. 2, •••• to the

solution at time H are formed using the backward Euler method with stepsize h j• The

stepsizes are related to the basic stepsize H by an integer sequence {n j} such

that h j = n
j'

j = 1, 2, •••• {n j} is an increasing sequence of integers; for

example, {nj} = {I, 2, 4, 8, •••}. The idea underlying extrapolation is that by

taking linear combinations of the y(H, h j), j = 1, 2, "', we can cancel out terms in

the error expansion (2.6) and obtain a more accurate approximation. The simplest

way to do this is to use the Aitken interpolation process to define an extrapolation

tableau whose first column consists of {y(H. h j)}. Each succeeding column contains

approximations to y which are one order of accuracy higher than the column to the

left of it.

(2.7) y(H, hI)

y(H, h2)
y(H, h3)

The columns are related to one another by a recursion relation which is defined by
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the interpolation algorithm

(2.8)

Normally, when extrapolation is used for solving ODE systems, the diagonal

elements Ti,i are the best approximations to the solution. Error estimates are

generated by comparing each diagonal element to the diagonal element immediately

above it, or to the subdiagonal element to the left of it. Steps are accepted or

rejected, and new stepsizes and orders are selected based on comparisons such as

these [2].

What happens when extrapolation is used for solving a linear constant

coefficient DAE of nilpotency > I? Consider, for example, the nilpotency 3 problem

(2.4) and the sequence {n j} = {I, 2, 4, 8, ••• }. Now since z3 is incorrect until

after the second step has been taken, it follows that y(H. hI) TIl is not a good

approximation to the solution. All of the other elements in the first column,

however, satisfy the expansion (2.6). Since the diagonal elements are formed from

linear combinations involving TIl' these elements too will be in error. It is clear

that in this example, in contrast to the situation for ODEs, the best approximation

occurs on the subdiagonal. The diagonal should be ignored (once we have determined

that it contains large errors). Note, however, that if the sequence

{n j} {2, 4, 8, ••• ,} had been used instead, then all of the elements in the first

column would have satisfied (2.6), and we could have proceeded as usual. Thus, if

an upper bound for the nilpotency 9f the system is known in advance, we can use

extrapolation with the usual stepsize selection strategies, provided the sequence

{n j} starts out with a sufficiently large integer no. If we do not know the maximum

nilpotency of the system, then extrapolation may be used as explained above, but the

strategies must be modified so that subdiagonal approximations are sometimes

accepted instead of the diagonal approximations. In practice the use of this

technique is complicated somewhat by the possibility of discontinuities in the

function g, and also by the fact that, for higher ni1potency systems, the matrices

needed for solving for the solution of the backward Euler formula are severely i11

conditioned. This technique is the best approach that we know of for solving linear

constantcoefficient DAE systems.

3. NONCONSTANTCOEFFICIENT PROBLEMS

In this section we study the nonconstantcoefficient linear problem,

(3.1) A(t)y'(t) + B(t)y(t) = get) ,
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and examine the reasons why these systems have proven to be so difficult to solve.

When the coefficients are not constant as in (3.1), there are several possible

ways to define the nilpotency of the system. We can clearly define the local

nilpotency,

nonsingular.

nilpotency(A(t), B(t», whenever the pencil (A(t), B(t» is

(The notation (A(t), B(t» refers to the time-dependent matrix pencil

B(t) + We can also define the global nilpotency, when it exists, in terms of

possible reductions of the DAE to a canonical form. By making a change of variables

y = H(t)z and scaling the system by G(t), where G(t) and H(t) are nonsingular, we

obtain from (3.1)

(3.2) G(t)A(t)H(t)z' + (G(t)B(t)H(t) + G(t)A(t)H'(t»z G(t)g(t)

Now, if there exist G(t) and H(t) so that

(3.3) G( ')A( ')H( c) • [
1 J

G(t)B(t)H(t) + G(t)A(t)H'(t) _ [ C(t)
- a

and the nilpotency of E is m, we will say that the system has global nilpotency of

m. Note that the global nilpotency is the local nilpotency in this semi-canonical

form.

Clearly, it is the global nilpotency that determines the behavior of the

solution. If the global nilpotency is a constant m, we know that nl independent

initial values can be chosen, where nl is the dimension of the "differential" part

of the system, and that the driving term can be subject to differentiation m-l

times. (Changes in the nilpotency or the structure of the system are called turning

points. Problems with turning points are of importance in electrical network

analysis. See Sastry, et al. [10] for a discussion in that context, and Campbell

[ 1] for a discussion of types of turning points.)

The local nilpotency in some sense governs the behavior of the numerical

method. For example, if the matrix pencil is singular, then numerical ODE methods

cannot solve the problem because they will be faced with the solution of singular

linear equations. In understanding why numerical ODE methods break down, it is

natural to ask how the local nilpotency and global nilpotency are related. The next

theorem answers this question.

Theorem 3.1. If the local nilpotency is not greater than one, then it is not changed

by a smooth transformation. If the local nilpotency is greater than one, then

almost all smooth nonconstant transformations of variables in (3.1) will yield a

system whose local nilpotency is two. On a lower dimension manifold the nilpotency
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may be greater than two, or the pencil may be singular. When a transformation to

the semicanonical form (3.3) is used, this shows the relationship between the local

and global nilpotencies.

Proof. Suppose we make the smooth transformation y = Sz in (3.1) to get

ASz' + (BS + AS')z = get). Suppose P and Q transform (A,B) to canonical form.

(In what follows all matrices will be taken to depend on t except Ii and E.) The

local nilpotency of the new system is given by

i(t) = nilpotency (AS, BS + AS')

Since the local nilpotency of a pencil is unchanged by pre- and post-multiplication

by nonsingular matrices, multiply by P and Q to get

(3.4) i(t) = nilpotency (PAQ,PBQ + PAQQ-ls , s- IQ)

nilpotency

= nilpotency

That is, if we view the

initial value problem. Partition D

(3.5) i(t) = nilpotency ([ :1
If nilpotency (E, 12) c 1, then E -
by

original system as fixed and the transformation S open to choice, it can be chosen

to give D any value we wish for a particular value of t by solving S' = QDQ-lS as an

tT:j' [" I'·
o or is nu ,and (3.5) shows that i(t) is given

Lemma 3.1 below shows that

For the second part

nilpotency (E, 12) = 2 and

(3.6)

theorem.

i(t) = nilpotency ([ II 0

J [Dll ::' J)0 E 0

i(t) nilpotency (E, 12), proving the first part of the

of the theorem, we will consider two cases:

nilpotency (E, 12) > 2.

If nilpotency (E, 12) = 2, we must examine the right hand side of (3.5) more

carefully to observe that almost always it is possible to do row (P) and column (Q)

operations to reduce it to the form in (3.6). E consists of a set of diagonal

blocks. The nilpotency blocks are O. For these, (3.5) is already in the form
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(3.6). The 2 x 2 blocks are

[ : J
which lead to rows in (3.5) of the form

1
1 0 C + D

U +D
12

<,

<, "-..

0 o 0 0 0 0 0 1 0 0 0

1 0 Ix x x x x y x x
"-

col i t
<,

--.. <,
...... row

where x is a generic arbitrary element and y is an arbitrary element which happens

to occupy the position shown. If y # 0 we can subtract multiples of the i-th column

from each of the other columns to cancel the "x" terms and divide the i-th column by

y. Since thisis a nonsingular "Q" transformation, it does not change the local

nilpotency so that

([
101 °E

2]
[ 'tonilpotency

and the result follows as before.

))'12

I ])
If y = 0 the nilpotency can increase, as can be verified by example. It cannot

decrease, as shown in Campbell [1]. If the column containing y is zero, the pencil

is singular.

If nilpotency (E, 12) > 3, then m rows of the pencil have the form

o

o
o

I 0

t
m by m block

o

x

x

o

x

x

o 1 0

x x x

x x x

t
col i

o 0

y x

x x

o

x

x
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Now if Y is nonzero we can use column operations to reduce the second row of "x's"

to zeroes, except for a 1 in place of y. This does not affect the left hand matrix

because column in that matrix is identically zero. Then, moving column i+m-1

immediately to the right of column i, we obtain

o 0

1 0

I

o

o

x

o

o

x

010

o 0 1

x x x

o 0

o 0

x x

o

o

x

x x x x x x x •.. x

will always be greater than one [1]), as can be seen by examples.

Now move columns i+2 to inclusive and the corresponding rows to the last

position in the "algebraic" part of the matrix, and observe that we have just

increased the "differential" part of the system by m-2 rows. The nilpotency of the

block treated has decreased to two.

If Y = 0, again we may have a singular pencil, or the nilpotency may decrease (but

Q.E.D.

Lemma 3.1.

nIIpo t ency ([ :1 : J [: Jl nilpotency (E, 12)

Proof. The result follows by simple reductions to nullify D. Premultiply the pencil

by

-D

12 J
and postmultiply by

[ :1 J
to obtain

o
E

CDE

12 Jl
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A similar transformation can be applied to reduce the upper right corner to

C(CDE)E ; C2DE2• This can be repeated m times to obtain crnDEm ; O.

Q.E.D.

The following example illustrates a change of local nilpotency from 2 to m by

means of a time-dependent transformation. Suppose we start with the nilpotency two

problem

o

where 12 is an (m-2) by (m-2) identity matrix. Substitute z

given by

Qy where D

D

The corresponding Q is obtained by solving Q' ; DQ, Q(O) I. The pencil of the

transformed system can be postmultiplied by Q-l to get the pencil

I

(-::L----I 0 0
: 1 0
I

Now move rows m-l and m to the top and then move column m-l before column 1 to get

, [ I

])
which has nilpotency m.

We have seen that the constant step BDF method can be used for constant

coefficient problems. What happens when it is applied to nonconstant-coefficient

problems? If the local nilpotency is two we may have a stability problem depending

on the rate of change of the coefficients. If the local nilpotency is greater than

two, we almost always have a stability problem. We want to stress that this is a

stability problem and not an accuracy question, so it does not appear that higher

order methods will help. Also note that the behavior of the numerical method

depends on the local nilpotency while the behavior of the underlying equation

depends on the global nilpotency. This indicates that if the global nilpotency
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exceeds two, the numerical results are almost certainly meaningless, either because

of instability or because they reflect the wrong nilpotency.

We will illustrate the instability by example. A detailed discussion appears

in [4].

Example

Consider the system

(3.8) [ z ' + [ ; z ;

This was obtained from

[ 0 l [ g(t) J
0 J y' + Y ; 0

by the change of variables y Hz where

[ 1
it ]H ; 0

so the global nilpotency is

otherwise it is easy to

transformation P ; I,

2. If

verify

; -1, the pencil in (3.8) is singular,

that its local nilpotency is also 2 using the

J'

If this is solved with the backward Euler method, we get the solution

The correct solution is z2(t n)
is clearly unstable if < -1/2.

Example l

Consider the system

zl(tn) ; gn + The numerical solution

If > -1/2 it converges to the true solution.

[ 0 0 0 ] [ 1 0 n [g ](3.9) 1 0 y' + 0 1 Y ; 0
0 1 0 0 0 0

This can be seen to have local nilpotency 3 by the transformation P I,

=U
0 ]Q 1
0

and global nilpotency 2 by the transformation
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If we examine the canonical form after the transformation from y to z and write

z = [u, v, w]T we find we have the equations

u = g

v = -u'

v' = (v-w)/T]

for the underlying nilpotency 2 system. Clearly the ODE component w is unstable if

T] <0 and stable if T] > O. If we apply the backward Euler method to (3.9) and write

y = [p, q, r]T, we find that we get the recurrence relations

n ( ) gn- 2gn-l+gn-2
-"If r n- l - r n- 2 + h2

gn-gn-l
T]rn - n
gn - T]tnrn

These recurrences are unstable whenever h < 2T] or h < -T]. Consequently the method

cannot converge as h approaches zero.

In summary, high nilpotency problems currently pose serious difficulties. It

is not clear how common they are because there have not been widely distributed

codes available for DAEs until recently so scientists have been forced to eliminate

the algebraic equations by differentiation. It is reported in [6] that a common

formulation of the Navier Stokes equation has nilpotency 2, and the authors have

been told of higher nilpotency problems in simulation, usually of mechanical

systems. It is quite possible that the availability of codes for DAEs (e.g. [8])

will uncover many such problems.
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