
Shengtai Li\textsuperscript{a}, Linda Petzold \textsuperscript{a,\,*}, Wenjie Zhu\textsuperscript{b}

\textsuperscript{a} Department of Computer Science, University of California, Santa Barbara, CA 93106-5070, USA
\textsuperscript{b} Department of Computer Science, University of Minnesota, Minneapolis, MN 55455, USA
Editors-in-Chief

R. VICHNEVETSKY
Department of Computer Science
Rutgers University
New Brunswick, NJ 08903, USA

J.E. FLAHERTY
Department of Computer Science
Rensselaer Polytechnic Institute
Troy, NY 12180, USA

Senior Editors

Randolph Bank
Department of Mathematics
University of California at San Diego
La Jolla, CA 92037-0801, USA

Robert Beaumont
Facultés des Sciences Appliquées
Service de Métrologie Nucléaire
Ave. F.D. Roosevelt 50
B-1050 Brussels, Belgium

Martin Berzins
School of Computer Studies
University of Leeds
Leeds LS2 9JT, UK

Claude Brezinski
U.S.T.L. UFR IEEA
Laboratoire d’Analyse Numérique
d’et d’Optimisation, Bât. M3
59655 Villeneuve d’Ascq Cedex, France

J.J. Dongarra
University of Tennessee
Computer Science Department
Knoxville, TN 37996-1301, USA

J.M. Sanz-Serna
Universidad de Valladolid
Facultad de Ciencias
Departamento de Matemáticas
Aplicación a la Computación
Valladolid, Spain

H.A. van der Vorst
Department of Mathematics
University of Utrecht
P.O. Box 80.010
3508 TA Utrecht, Netherlands

Jan G. Verwer
Centre for Mathematics
and Computer Science
P.O. Box 94079
1090 GB Amsterdam, Netherlands

C. Johnson
University of Utah
Center for Scientific Computing and Imaging
Department of Computer Science
Merrill Eng. Bldg.
50 South Campus Central Dr., Room 3440
Salt Lake City, UT 84112-9205, USA

Editorial Board

M. Ainsworth
Strathclyde University
Department of Mathematics
26 Richmond Street
Glasgow G1 1XH, UK

F.T. Luk
Department of Computer Science
Rensselaer Polytechnic Institute
Troy, NY 12180, USA

Alvin Bayliss
Department of Engineering Science
and Applied Mathematics
Northwestern University
Evanston, IL 60201, USA

V. Pereyra
Weidlinger Associates
4410 El Camino Real, Suite 110
Los Altos, CA 94022-1049, USA

J.C. Butcher
The University of Auckland
Auckland, New Zealand

G.F. Pinder
College of Engineering
and Mathematics
101 Votey Building
University of Vermont
Burlington, VT 05405, USA

G. Cybenko
Dartmouth College
Thayer School of Engineering
8000 Cummings Hall
Hanover, NH 03755-8000, USA

A. Quarteroni
Swiss Federal Institute of Technology
CH-1015 Lausanne, Switzerland

M. Deville
Ecole Polytechnique Fédérale
da Lausanne
Laboratory of Fluid Dynamics
Department of Mechanical Engineering
CH-1015 Lausanne, Switzerland

G. Richter
Department of Computer Science
Rutgers University
New Brunswick, NJ 08903, USA

G. Cybenko
Dartmouth College
Thayer School of Engineering
8000 Cummings Hall
Hanover, NH 03755-8000, USA

A. Quarteroni
Swiss Federal Institute of Technology
CH-1015 Lausanne, Switzerland

M. Deville
Ecole Polytechnique Fédérale
da Lausanne
Laboratory of Fluid Dynamics
Department of Mechanical Engineering
CH-1015 Lausanne, Switzerland

Joel Saltz
Department of Computer Science
University of Maryland
College Park, MD 20742, USA

Alan Feldstein
Department of Mathematics
Arizona State University
Tempe, AZ 85287, USA

R.P. Srivastav
Department of Applied Mathematics
State University of New York
Stony Brook, NY 11794, USA

A. Gerasoulis
Department of Computer Science
Rutgers University
New Brunswick, NJ 08903, USA

R. Temam
Laboratoire d’Analyse Numérique
d’Orsay, Bât. 425
Université de Paris Sud
91405 Orsay, France

Alan Hindmarsh
Lawrence Livermore National Labs
CASC, L-561
P.O. Box 808
Livermore, CA 94550, USA

Eli Turkel
Department of Mathematics
Tel Aviv University, Ramat-Aviv
Tel Aviv, Israel

M.Y. Hussaini
Program in Computational Science
and Engineering
Florida State University
411 Dirac Science Center Library
Tallahassee, FL 32306-3075, USA

J. Vignes
U. Pierre et Marie Curie
4 Place Jussieu
75230 Paris Cedex 05, France

© 2000 IMACS. Published by Elsevier Science B.V. All rights reserved

This journal and the individual contributions contained in it are protected by the copyright of Elsevier Science B.V., and the following terms and conditions apply to their use:

Photocopying. Single photocopies of single articles may be made for personal use as allowed by national copyright laws. Permission of the publisher and payment of a fee is required for all other photocopying, including multiple or systematic copying, copying for advertising or promotional purposes, resale, and all forms of document delivery. Special rates are available for educational institutions that wish to make photocopies for non-profit educational classroom use.

In the USA, users may clear permissions and make payment through the Copyright Clearance Center, 222 Rosewood Drive, Danvers, MA 01923, USA. In the UK, users may clear permissions and make payment through the Copyright Licensing Agency Rapid Clearance Service (CLARCS), 90 Tottenham Court Road, London, W1P 0LP, UK. In other countries where a local copyright clearance centre exists, please contact it for information on required permissions and payments.

Derivative Works. Subscribers may reproduce tables of contents or prepare lists of articles including abstracts for internal circulation within their institutions. Permission of the publisher is required for resale or distribution outside the institution. Permission of the publisher is required for all other derivative works, including compilations and translations.

Electronic Storage. Permission of the publisher is required to store electronically any material contained in this journal, including any article or part of an article. Contact the publisher at the address indicated.

Except as outlined above, no part of this publication may be reproduced, stored in a retrieval system or transmitted in any form or by any means, electronic, mechanical, photocopying, recording or otherwise, without prior written permission of the publisher.

No responsibility is assumed by the Publisher for any injury and/or damage to persons or property as a matter of products liability, negligence or otherwise, or from any use or operation of any methods, products, instructions or ideas contained in the material herein.

Although all advertising material is expected to conform to ethical standards, inclusion in this publication does not constitute a guarantee or endorsement of the quality or value of such product or of the claims made of it by its manufacturer.

The paper used in this publication meets the requirements of ANSI/ISO 239.48-1992 (Permanence of Paper).

Published monthly 0168-9274/00/$20.00 Printed in The Netherlands

Shengtai Li a, Linda Petzold a,*, Wenjie Zhu b

a Department of Computer Science, University of California, Santa Barbara, CA 93106-5070, USA
b Department of Computer Science, University of Minnesota, Minneapolis, MN 55455, USA

Abstract

We compare several methods for sensitivity analysis of differential–algebraic equations (DAEs). Computational complexity, efficiency and numerical conditioning issues are discussed. Numerical results for a chemical kinetics problem arising in model reduction are presented. © 2000 IMACS. Published by Elsevier Science B.V. All rights reserved.

Keywords: Differential–algebraic equations; Sensitivity analysis; Automatic differentiation

1. Introduction

Sensitivity analysis of large-scale differential–algebraic systems is important in many engineering and scientific applications, such as chemical, mechanical and electrical engineering and economics. Sensitivity analysis generates essential information for parameter estimation, optimization, control, model simplification and experimental design. Consequently, algorithms which perform such an analysis in an efficient and rapid manner are invaluable to researchers in many fields.

Usually, the DAE and sensitivity systems are solved in sequence, taking into account the linearity of the sensitivity equations. These methods are so-called staggered direct methods [3,5,7,9,11,17]. On each time step, first the state variables of the DAE system are computed by the nonlinear corrector step and then the linear sensitivity system is solved directly. This method is sometimes considered to be inefficient because it needs to evaluate and factor the Jacobian matrix at each step, which is often the most costly part of the computation. However, as we will point out later, for some special problems, this may not be the case. We will also see that for problems with an ill-conditioned iteration matrix, the original implementation [3] of the method can be unreliable.

* This work was partially supported by DOE contract number DE-F003-98ER25354 and Exxon Research and Engineering Co., with computing resources from the DOE National Energy Research Scientific Computing Center and the Minnesota Supercomputer Institute.
* Corresponding author. E-mail: petzold@engineering.ucsb.edu

0168-9274/00/$20.00 © 2000 IMACS. Published by Elsevier Science B.V. All rights reserved.
PII: S0168-9274(99)00020-3
Another class of methods is the so called simultaneous corrector method of Maly and Petzold [13]. In this method the state variables and the sensitivity variables are solved simultaneously in the nonlinear corrector step. In many cases, this method can be as efficient as the staggered corrector method which we will talk about later, because it evaluates and factors the Jacobian matrix only when necessary.

Most recently, a new method has been proposed by Feehery and Barton [6]. This method is called the staggered corrector method. It is similar to the staggered direct method. The important difference is that instead of using the factorization of the Jacobian matrix computed at the current step directly to solve the linear sensitivity equations, it uses the factorization of the Jacobian matrix at some past step and Newton iteration to solve the linear sensitivity system. Thus, it saves on the number of factorizations of the Jacobian matrix, which can be the most expensive part of the computation for large problems.

There has often been a tacit assumption in the sensitivity analysis literature that the size of the DAE system is much larger than the number of sensitivity parameters. However, in some optimization and optimal control problems the number of optimization parameters, i.e., sensitivity parameters, can be much larger than the number of equations in the DAE system [15,16].

In this paper, we focus on a class of application problems where the size of the original DAE system is moderate but there are many sensitivity parameters. Our newly-designed software DASPK3.0 [12] for solving DAEs and their sensitivities is used in all of our examples. Although one integration of the system is not costly, in a design optimization the original and sensitivity systems will be integrated many times. Thus, efficiency is a very important issue. We will compare the existing sensitivity analysis methods. Besides efficiency, numerical stability is also an important consideration.

In [6,12], the simultaneous and/or staggered corrector methods were compared with the staggered direct method. It was concluded that both of the corrector methods were more efficient than the staggered direct method, and the staggered corrector method is slightly more efficient than the simultaneous corrector method for most problems. However, if the cost of a function evaluation is more than the cost of factorization of the Jacobian matrix (e.g., for the chemical kinetic problem considered in Section 3), the staggered direct method [3] can be more efficient, although it may fail for an ill-conditioned problem. In this paper we describe how to modify the implementation of the staggered direct method of [3] so that it is as reliable for ill-conditioned problems as the staggered corrector method.

In either of the previous generation of DASSL-based solvers (DASSL, DASPK or their sensitivity analysis solvers DASSLSO [13] and DASPKSO), finite differencing (forward or central) is chosen as the default method to evaluate the Jacobian matrix for the direct method, the matrix–vector product in the Krylov iteration, and the residuals for the sensitivity equations in case exact input is not available. For most well-scaled and smooth problems, the results using finite differencing are nearly as good as for exact input. However, for some badly-scaled problems, finite-differencing cannot get accurate results for the sensitivities. For some strongly nonlinear problems, exact input of the Jacobian in the direct method can greatly improve the accuracy and efficiency. The automatic differentiation tool ADIFOR [1] can generate a subroutine to compute the Jacobian matrix and/or the sensitivity equations with accuracy up to round-off error. In our experience, ADIFOR-generated derivative code usually outperforms divided-difference approximations. In DASPK3.0 [12], we provide an option to use ADIFOR to compute the derivatives. We embed the ADIFOR-generated routine in such a way that the previous user interface is not altered very much.
1.1. Sensitivity analysis problem

To illustrate the basic approach for sensitivity analysis, consider the general DAE system with parameters,

\[ F(t, y, y', p) = 0, \quad y(0) = y_0, \]  

(1)

where \( y \in \mathbb{R}^{n_y}, p \in \mathbb{R}^{n_p} \). Here, \( n_y \) and \( n_p \) are the dimension and the number of parameters in the original DAE system, respectively. Sensitivity analysis entails finding the derivative of the above system with respect to each parameter. This produces an additional \( n_s = n_p \cdot n_y \) sensitivity equations which, together with the original system, yields

\[ F(t, y, y', p) = 0, \quad \frac{\partial F}{\partial y} s_i + \frac{\partial F}{\partial y'} s'_i + \frac{\partial F}{\partial p_i} = 0, \quad i = 1, \ldots, n_p, \]  

(2)

(3)

where \( s_i = \frac{\partial y}{\partial p_i} \). There are three well-established direct methods to solve the system (3) as we mentioned before. Other methods such as the Green’s function method will not be discussed here.

In the following discussion, we assume that the basic algorithm for the DAE problem (1) is DASSL [2]. For each time step, a predictor polynomial that interpolates the solution at previous time steps is used to obtain an initial guess \( y_{n+1}^{(0)} \) and \( y_{n+1}^{(0)} \). Then a modified Newton iteration is used to solve the corrector formula for \( y_{n+1} \). DASSL uses the fixed leading coefficient form of the \( k \)th order BDF formula for the corrector [2]. For all three sensitivity methods, the predictor step for the sensitivity equations is the same but the corrector formula is solved in different ways which we will describe in detail.

There are two ways of using ADIFOR to generate the sensitivity residuals (3); we will investigate both of them. The first way is to generate the matrix–vector products in (3) directly (without computing the Jacobian on each time step) via the seed-matrix option of ADIFOR. The second possibility is to form the Jacobian matrices via ADIFOR and then to multiply by the vector in (3). We will call this the \textit{matrix times vector method}.

1.2. Simultaneous corrector method

Defining \( Y = [y, s_1, \ldots, s_{n_p}]^\top \) and

\[ F = \left[ F(t, y, y', p), \frac{\partial F}{\partial y} s_1 + \frac{\partial F}{\partial y'} s'_1, \ldots, \frac{\partial F}{\partial y} s_{n_p} + \frac{\partial F}{\partial y'} s'_{n_p} \right]^\top, \]

the combined system can be rewritten

\[ F(t, Y, Y', p) = 0, \quad Y(0) = \begin{pmatrix} y_0 \\ \frac{\partial y_0}{\partial p_1} \\ \vdots \\ \frac{\partial y_0}{\partial p_{n_p}} \end{pmatrix}. \]  

(4)
The simultaneous corrector method solves (4) as one nonlinear dynamic system without making use of the linearity of the sensitivity equations and the fact that the linear sensitivity equations can be obtained exactly after solving for the state variables.

Approximating the solution to the combined system by a numerical method, for example, the kth order BDF formula with step size $h_{n+1}$, yields the nonlinear system for the corrector iteration

$$G(Y_{n+1}) = F\left(t_{n+1}, Y_{n+1}, Y^{(0)}_{n+1} - \frac{\alpha_s}{h_{n+1}} (Y_{n+1} - Y^{(0)}_{n+1}), p\right) = 0$$

for $Y_{n+1}$, where $Y^{(0)}_{n+1}$ and $Y^{(0)}_{n+1}$ are predictor values of $Y_{n+1}$ and $Y^{'}_{n+1}$, which are obtained via interpolation of previous solution values [2]. Also, $\alpha_s$ is the fixed leading coefficient which is defined in [2] and is not important to our discussion here.

Newton's method for the nonlinear system produces the iteration

$$Y^{(k+1)}_{n+1} = Y^{(k)}_{n+1} - J^{-1} G(Y^{(k)}_{n+1}),$$

where

$$J = \begin{bmatrix}
J & 0 & 0 & \cdots & 0 \\
J_1 & J & 0 & \cdots & 0 \\
J_2 & 0 & J & \cdots & 0 \\
\vdots & \vdots & \vdots & \ddots & \vdots \\
J_{n_p} & 0 & \cdots & 0 & J
\end{bmatrix},$$

$$J = \alpha \frac{\partial F}{\partial y'} + \frac{\partial F}{\partial y}, \quad J_i = \frac{\partial J}{\partial y} s_i + \frac{\partial J}{\partial p_i} \quad \text{and} \quad \alpha = -\alpha_s / h_{n+1}.$$
After the Newton iteration for the state variables has converged, the coefficient matrices of the sensitivity equations are obtained at the current step. This requires updating the Jacobian matrix every time step. In this way the sensitivity equations are obtained exactly at each step. The linear sensitivity equations are discretized with the same numerical scheme as the state variables. For example, using the $k$th order BDF method with step-size $h_{n+1}$ as before, we solve, for the $i$th parameter,

$$
\frac{\partial F}{\partial y_{n+1}'} \left( s_{i(n+1)}^{(0)} - \alpha_s \frac{\partial}{\partial y_{n+1}'} \left( s_{i(n+1)} - s_{i(n+1)}^{(0)} \right) \right) + \frac{\partial F}{\partial y_{n+1}'} s_{i(n+1)} + \frac{\partial F}{\partial p_i} = 0,
$$

(8)

for $s_{i(n+1)}$. Because (8) is linear, it can be solved for $s_{i(n+1)}$ directly without using Newton iteration

$$
J s_{i(n+1)} = \left( -\frac{\partial F}{\partial y_{n+1}'} \beta_i - \frac{\partial F}{\partial p_i} \right),
$$

(9)

where $\beta_i = s_{i(n+1)}^{(0)} - \alpha s_{i(n+1)}^{(0)}$. However, to solve the linear system in this way requires computation and factorization of the Jacobian matrix at each step and also extra storage for the matrix $\partial F/\partial y_{n+1}'$. Moreover, this implementation may fail when the matrix $J$ is ill-conditioned, which happened in our examples in Section 3. This is because the right-hand side of Eq. (9) can be very large and can introduce large round-off errors when $J$ is ill-conditioned, and the large round-off errors can cause the error tests in ODE/DAE solvers to fail.

To handle ill-conditioned problems, we propose the following modification. Rather than solving (9) directly, instead solve

$$
J \delta = J s_{i(n+1)}^{(0)} + \frac{\partial F}{\partial y_{n+1}'} \beta_i + \frac{\partial F}{\partial p_i},
$$

(10)

where $\delta = s_{i(n+1)}^{(0)} - s_{i(n+1)}$. The right-hand side of (10) is easy to obtain by the function evaluations of the sensitivity equations. It does not require any extra storage and special handling. What is important is that the right-hand side now becomes much smaller than that of Eq. (9), and the round-off error will be much reduced.

We note that in practice, the Jacobian matrix is evaluated using the predicted values of the state variables $y$ and $y'$ and then factored. This new Jacobian is then used in the Newton iterations for the state variables and in forming the sensitivity equations. Since the order of the predictor is the same as the corrector, the Jacobian matrix evaluated at the predicted values is an accurate approximation to the Jacobian evaluated after the corrector step. In this way the sensitivity equations are obtained accurately and also the Jacobian is always current for the Newton iterations for the state variables. Thus there are fewer Newton iterations for the state variables for problems with a rapidly changing Jacobian matrix.

---

1 Alternatively, the seed-matrix option of ADIFOR2.0 can also be used to obtain the matrix–vector product $(\partial F/\partial y_{n+1}') \beta_i$ to improve the efficiency and avoid the storing of $\partial F/\partial y_{n+1}'$. 
1.4. Staggered corrector method

The staggered corrector method is similar to the staggered direct method. However, instead of solving the linear system (8) directly, a Newton iteration is used:

$$s_{i(n+1)}^{(k+1)} = s_{i(n+1)}^{(k)} - \hat{J}^{-1} \left( J s_{i(n+1)}^{(k)} + \frac{\partial F}{\partial y_{n+1}'} \beta_i + \frac{\partial F}{\partial p_i} \right),$$

where $\hat{J}$ may be a factored Jacobian matrix which is saved from a past step and used in the Newton iteration for the state variables, while $J$ is the current unfactored Jacobian. The updated Jacobian will be factored if the current version can not converge the Newton iteration. Using this method, an extra copy of the unfactored updated Jacobian $J$ should be stored for computing the residuals in later iterations as in [6]. However, as in the simultaneous corrector method, we can use the seed-matrix option of ADIFOR to avoid evaluating the Jacobian and matrix–vector product, thus the Jacobian matrix is evaluated and factored only when necessary. This can substantially improve the efficiency of the staggered corrector method when there are just a few parameters and/or the function evaluation is not costly. However, in the case of a large number of parameters and costly function evaluation, evaluating the Jacobian first and then computing the sensitivity equations via the matrix times vector method may be more efficient. We will give an analysis in the next section.

2. Comparison of the methods

A comprehensive comparison of these methods is difficult if not impossible. Since we are interested in the differences between the methods, we will focus on their computational complexity and numerical performance for a particular class of problems from chemical kinetics. We will assume that all of the derivatives are computed analytically, to simplify the comparison. In all three methods, only first order derivatives are actually used.

2.1. Computational complexity

We consider the computational complexity of these three methods at each time step. The total number of time steps these methods take differs from problem to problem; we will discuss this later.

The only differences between these three methods are how the Jacobian matrices are updated and factored and how the sensitivity equations are obtained. We mainly consider using the seed-matrix option of ADIFOR2.0. However, the order of the total cost for both the seed-matrix and matrix times vector methods turns out to be similar as we will see later.

As in [6], we first introduce in Table 1 some notation for costs to facilitate our discussion. We use $C_{\text{lin}}$ to denote the cost for solving the linear system of size $n_y$.

For the simultaneous corrector method, suppose that the Jacobian is evaluated and factored every $N_1$ steps and the number of Newton iterations for the state variables and sensitivity variables are the same: $N_{t0}$. The natural choice for evaluating the sensitivity equations is the seed-matrix option of ADIFOR. At each step the cost for this computation is

$$C_{\text{SimCor}} = \frac{C_{\text{eval}} + C_{\text{fac}}}{N_1} + N_{t0}(C_{\text{lin}}) + N_{t0}(n_p C_{\text{lin}} + C_{\text{seed}} + C_{\text{par}}).$$

(12)
The matrix times vector method is not a good choice for the simultaneous corrector method because it requires the matrix evaluation at each Newton iteration.

Since the Jacobian is updated and factored every step and no iteration is used when solving the linear system, the cost for the staggered direct method is

\[ C_{\text{StaDir}} = C_{\text{eval}} + C_{\text{fac}} + N_{\text{it1}} (C_{\text{lin}} + C_{\text{fun}}) + n_p C_{\text{lin}} + C_{\text{seed}} + C_{\text{par}}, \]  

where \( N_{\text{it1}} \) is the number of Newton iteration only for state variables with an updated and factored Jacobian at every time step. For this method, the matrix–vector product method for evaluating sensitivity equations makes sense and the \( C_{\text{seed}} \) term in the above cost formula can be replaced by \( C_{\text{mvp}} \) to obtain the cost using the matrix times vector method, which yields

\[ C_{\text{StaDir2}} = C_{\text{eval}} + C_{\text{fac}} + N_{\text{it1}} (C_{\text{lin}} + C_{\text{fun}}) + n_p C_{\text{lin}} + C_{\text{mvp}} + C_{\text{par}}. \]  

Suppose that the frequency of factoring the Jacobian for the staggered corrector method is the same as for the simultaneous corrector method, and the number of Newton iterations for the state variables and sensitivity variables are \( N_{\text{it3}} \) and \( N_{\text{it3}} \), respectively. Since \( \partial F / \partial p_1 \) is computed only once and will be saved for later iterations, the cost of the staggered corrector method is

\[ C_{\text{StaCor1}} = \frac{C_{\text{eval}} + C_{\text{fac}}}{N_{\text{it1}}} + N_{\text{it2}} (C_{\text{lin}} + C_{\text{fun}}) + N_{\text{it3}} n_p C_{\text{lin}} + C_{\text{seed}}) + C_{\text{par}}. \]  

For this method, if the matrix times vector method is used to evaluate the sensitivity equations, the Jacobian will be computed at every step and the cost will be

\[ C_{\text{StaCor2}} = C_{\text{eval}} + \frac{C_{\text{fac}}}{N_{\text{it1}}} + N_{\text{it2}} (C_{\text{lin}} + C_{\text{fun}}) + N_{\text{it3}} n_p C_{\text{lin}} + C_{\text{mvp}}) + C_{\text{par}}. \]  

Note that we distinguish the number of Newton iterations for each method with different subscripts. For a general problem, their relationship usually satisfies \( N_{\text{it1}} \leq \max(N_{\text{it2}}, N_{\text{it3}}) \leq N_{\text{it1}} \).

2.2. Efficiency

From the computational complexity of the three methods we can see that the simultaneous corrector method will be nearly as efficient as the staggered corrector method for problems where \( C_{\text{eval}} \) and \( C_{\text{fac}} \) dominate the costs, i.e., when \( n_y \gg n_p \), if the seed matrix option is used. The main extra cost for the
simultaneous method is that it needs to compute \( \partial F / \partial p_i \) at every nonlinear iteration. This extra cost can be eliminated by using the values obtained at the predictor, which will not affect the accuracy of the solution. Another consideration is that, as pointed out in [6], when the old Jacobian matrix can not converge the Newton iteration or the error test is not satisfied with the current step size, only the work on the state variables is wasted for the staggered corrector method, whereas the simultaneous corrector method will waste more work on the sensitivity variables.

To compare the costs of (15) and (16), we consider the problem of evaluating the Jacobian \( J \) of a vector function \( F \) with respect to an \( n \) vector of variables \( y \). Suppose that \( \partial F / \partial p \) is also evaluated by ADIFOR. The cost of evaluating \( J \) is related to \( C_{\text{fun}} \) by
\[
C_{\text{eval}} \simeq a \cdot n \cdot C_{\text{fun}},
\]
where \( a = 3 \) for the basic forward mode of automatic differentiation. If only a product of the Jacobian with some vector \( p \) is required, the cost of \( J \cdot p \) is
\[
\text{COST}(J \cdot p) \simeq a \cdot C_{\text{fun}}.
\]
If the sparse forward mode (with SparsLinC option) is used in automatic differentiation, the cost satisfies
\[
C_{\text{eval}} \simeq a \cdot n' \cdot C_{\text{fun}},
\]
where \( n' \) is the maximum number of nonzero entries in any row of the Jacobian. Suppose the average number of nonlinear iterations is \( n_i \), and the number of sensitivity parameters is \( n_p \). Then the cost of ADIFOR with the seed matrix option includes \( n_p \) matrix-vector products for each nonlinear iteration. The total cost can be approximated by
\[
n_i n_p \cdot a_1 \cdot C_{\text{fun}}.
\]
The cost of direct evaluation by the matrix times vector method includes the cost of evaluation of the Jacobian and the two matrix times vector operations, which is
\[
a_2 (m' + n_p') \cdot C_{\text{fun}} + n_i n_p m'n,
\]
where \( m' \) and \( n_p' \) are the maximum number of nonzero entries in any row of the Jacobian \( (\partial F / \partial y, \partial F / \partial y') \), and \( (\partial F / \partial p) \), respectively. We use \( a_1 \) and \( a_2 \) here to distinguish the coefficients for two different approaches because \( a_1 \) is usually much larger than \( a_2 \). The matrix times vector method is better when
\[
(m' + n_p') a_2 \cdot C_{\text{fun}} + n_i n_p m'n < n_i n_p a_1 \cdot C_{\text{fun}},
\]
which results in
\[
n_p > \frac{(m' + n_p') a_2}{n_i a_1}, \tag{17}
\]
and
\[
C_{\text{fun}} > \frac{n_i n_p m'n}{n_i n_p a_1 - (m' + n_p') a_2}. \tag{18}
\]
Eqs. (17) and (18) imply two conditions for the matrix times vector method to be advantageous over the seed matrix option. First \( n_p \) must be large enough. For example, if \( a_1 = a_2 \), \( n_p' = n_p \), and \( n_i = 2 \), then \( n_p > m' \), which means the number of sensitivity parameters must be larger than the maximum number of nonzero entries in any row of the Jacobian \( (\partial F / \partial y, \partial F / \partial y') \). The second condition is that the evaluation of the function \( F \) must be costly enough, which is defined by (18).
Since the Jacobian is updated at each time step for the staggered direct method, the matrix times vector method should be better than the seed-matrix option in ADIFOR if the function evaluation is expensive. There is the possibility that the staggered direct method can perform better than the other two methods. Comparing Eqs. (14) and (16), we find that if
\[ C_{\text{fac}} \left( 1 - \frac{1}{N_i} \right) < (N_{\text{lt3}} - 1)(n_p C_{\text{lin}} + C_{\text{mvp}}), \]  \hspace{1cm} (19)
then the staggered direct method is better than the staggered corrector method with the matrix times vector option. Suppose the half bandwidth of the Jacobian is \( n_b \),
\[ C_{\text{fac}} \simeq 2n_y n_b^2, \quad C_{\text{lin}} \simeq 2n_y n_b, \quad C_{\text{mvp}} \simeq 2n_p n_y n_b. \]  \hspace{1cm} (20)
After substituting (20) into (19), we obtain
\[ 2(N_{\text{lt3}} - 1)n_p > (1 - 1/N_i)n_b. \]  \hspace{1cm} (21)
Eq. (21) implies that the number of Newton iterations for the sensitivity variables (\( N_{\text{lt3}} \)) must be larger than 1, and the number of parameters \( n_p \) must be large enough. This situation does occur in a class of model reduction problems [16] as we will see later.

Our numerical experiments with a class of chemical model reduction problems indicate that the staggered corrector method has fewer nonlinear iteration failures and more error test failures than the simultaneous corrector method. The reason for fewer nonlinear iteration failures is that with the staggered corrector method, when the state variables can be solved without trouble, so can the sensitivity variables: a Newton iteration failure for the sensitivity variables usually occurs when the Jacobian is out of date and once an updated factorization of the Jacobian matrix is obtained, there will usually be no Newton iteration failure for the sensitivity variables. The reason for more error test failures is not fully understood.

3. Numerical experiments

In this section we compare the numerical performance of the three methods using a chemical model reduction problem [16] as an example. In this problem, an optimization method is used to reduce the number of reactions in the original chemical mechanism to obtain a reduced mechanism which can approximate the important features of the original mechanism accurately. This aids in understanding of the original mechanism; also the reduced mechanism can be used in place of the original one in later computations to save computational work. A norm, which is chosen according to the future use of the reduced mechanism, is to be minimized by the optimizer. The gradient information about the norm, needed in the optimization, is obtained via sensitivity analysis of the differential equations defining the norm.

The species concentrations and temperature can be described by a system of ordinary differential equations
\[ y' = \sum_{r=1}^{N} S_r F_r(y), \quad y(0) = y_0, \]  \hspace{1cm} (22)
where \( y \) is the vector of species concentrations and temperature, and \( S_r \in \mathbb{R}^n \) is the stoichiometric vector for reaction \( r \). Here \( n \) is the dimension of \( y \), \( N \) is the number of reactions in the original mechanism and \( F_r(y) \) is the reaction rate of reaction \( r \).
Thus the optimization problem is to find a set of parameters $d_i = 0$ or 1, $i = 1, \ldots, N$ which defines the approximate system

$$z' = \sum_{r=1}^{N} S_r d_r F_r(z), \quad z(0) = y_0,$$  \hspace{1cm} (23)

and makes the error norm $||y - z||$ as small as possible. A reaction is kept in the reduced mechanism if its corresponding parameter is 1 and it is deleted from the original mechanism if the value of the parameter is 0. To achieve a reduction of the number of reactions, we also require $\sum_{r=1}^{N} d_r = k \ll N$.

We can see from the definition of the optimization problem that the number of optimization parameters is much larger than the number of ODEs. This is due to the fact that the number of reactions in a chemical mechanism is usually much larger than the number of species.

### 3.1. Example 1

The first numerical experiments are done on an already reduced chemical mechanism which is obtained from the Exxon model [14] which contains 116 species and 447 reversible reactions. The reduced model contains 45 species and 79 reactions. We try to reduce this model further. This is a relatively small problem. The sensitivity analysis results are listed below. Details about the dynamic system and parameter values are omitted. The number of state variables in this problem is 46, and the number of parameters is 54. The residual function is highly nonlinear and very expensive to evaluate.

We first introduce some notation in Table 2 for different methods. In the following tables, the nonlinear iterations for the simultaneous corrector methods are counted for state variables and sensitivity variables together, since in this method the Newton iteration is performed on these variables simultaneously. For the staggered corrector methods, since separate Newton iterations are used for the state and sensitivity variables, the nonlinear iterations are counted separately ("Non. iter." is used for state variables and "Non. iter. SA" is used for sensitivity variables). All of the computations are performed on a Linux86 PC with 450 MHz CPU.

In Table 3, the staggered corrector methods and the simultaneous methods have a few more nonlinear iteration failures or error test failures than the staggered direct methods. This results in more time steps for these two methods. However, since the number of parameters is very small, the gain from fewer Jacobian evaluations and factorizations for these two methods with the seed matrix option is more than the loss from more time steps. But we will see that this is only the case when the number of parameters is small compared with the size of the original system.

<table>
<thead>
<tr>
<th>Table 2</th>
<th>Notation for different methods</th>
</tr>
</thead>
<tbody>
<tr>
<td>SDS</td>
<td>Staggered direct method with seed-matrix option</td>
</tr>
<tr>
<td>SDM</td>
<td>Staggered direct method with matrix–vector product</td>
</tr>
<tr>
<td>STCS</td>
<td>Staggered corrector method with seed-matrix option</td>
</tr>
<tr>
<td>STCM</td>
<td>Staggered corrector method with matrix–vector product</td>
</tr>
<tr>
<td>SICS</td>
<td>Simultaneous corrector method with seed-matrix option</td>
</tr>
</tbody>
</table>
In this example, the staggered corrector and simultaneous corrector methods with the seed-matrix option are better than the matrix times vector method. This is due to the fact that the number of sensitivity parameters is just one. Note that the simultaneous corrector method has more convergence test failures than other methods. These convergence test failures generate more nonlinear iterations. However, it is comparable in efficiency with the staggered corrector method.

In Table 4, we show the results for a sensitivity analysis with 54 parameters. We can see that the seed-matrix option is no longer better than the matrix times vector methods. This is because the number of parameters (54) is larger than the number of equations (46). The staggered direct method is more efficient than the staggered corrector methods for this example. This is because the cost of function evaluations dominates that of Jacobian evaluations and factorizations for this example.

Table 3
Example 1. Sensitivity analysis results for one parameter

<table>
<thead>
<tr>
<th>Methods</th>
<th>SDS</th>
<th>SDM</th>
<th>STCS</th>
<th>STCM</th>
<th>SICS</th>
</tr>
</thead>
<tbody>
<tr>
<td>Time steps</td>
<td>583</td>
<td>648</td>
<td>982</td>
<td>1006</td>
<td>916</td>
</tr>
<tr>
<td>Jac. eva.</td>
<td>592</td>
<td>657</td>
<td>86</td>
<td>85</td>
<td>135</td>
</tr>
<tr>
<td>Jac. fac.</td>
<td>592</td>
<td>657</td>
<td>86</td>
<td>1091</td>
<td>135</td>
</tr>
<tr>
<td>Err. fail.</td>
<td>9</td>
<td>9</td>
<td>44</td>
<td>39</td>
<td>40</td>
</tr>
<tr>
<td>Non. iter.</td>
<td>1181</td>
<td>1310</td>
<td>1397</td>
<td>1392</td>
<td>1572</td>
</tr>
<tr>
<td>Non. iter. SA</td>
<td>588</td>
<td>655</td>
<td>1358</td>
<td>1333</td>
<td>1572</td>
</tr>
<tr>
<td>Non. it. fail.</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>12</td>
</tr>
<tr>
<td>CPU sec.</td>
<td>10.26</td>
<td>9.5</td>
<td>4.4</td>
<td>15.60</td>
<td>4.51</td>
</tr>
</tbody>
</table>

Table 4
Example 1. Sensitivity analysis results for 54 parameters

<table>
<thead>
<tr>
<th>Methods</th>
<th>SDS</th>
<th>SDM</th>
<th>SDM2*</th>
<th>STCS</th>
<th>STCM</th>
<th>SICS</th>
</tr>
</thead>
<tbody>
<tr>
<td>Time steps</td>
<td>984</td>
<td>1020</td>
<td>6549</td>
<td>1641</td>
<td>1665</td>
<td>1713</td>
</tr>
<tr>
<td>Jac. eva.</td>
<td>992</td>
<td>1025</td>
<td>9792</td>
<td>105</td>
<td>1770</td>
<td>106</td>
</tr>
<tr>
<td>Jac. fac.</td>
<td>992</td>
<td>1025</td>
<td>9792</td>
<td>105</td>
<td>105</td>
<td>106</td>
</tr>
<tr>
<td>Err. fail.</td>
<td>8</td>
<td>5</td>
<td>3243</td>
<td>48</td>
<td>46</td>
<td>30</td>
</tr>
<tr>
<td>Non. iter.</td>
<td>1611</td>
<td>1653</td>
<td>13900</td>
<td>2011</td>
<td>2032</td>
<td>2532</td>
</tr>
<tr>
<td>Non. iter. SA</td>
<td>992</td>
<td>1025</td>
<td>9792</td>
<td>2198</td>
<td>2214</td>
<td>2532</td>
</tr>
<tr>
<td>Non. it. fail.</td>
<td>0</td>
<td>0</td>
<td>0</td>
<td>1</td>
<td>1</td>
<td>2</td>
</tr>
<tr>
<td>CPU sec.</td>
<td>46.04</td>
<td>29.59</td>
<td>257.41</td>
<td>66.91</td>
<td>52.67</td>
<td>74.33</td>
</tr>
</tbody>
</table>

*The SDM2 represents the original staggered direct method of [3] with matrix times vector method. The output time is 0.0093 for SDM2 and 1.0 for the others.
We should point out that this problem is ill-conditioned. The original implementation (SDM2 in Table 4) of the staggered direct method [3] took excessively small steps (about $10^{-6}$) and we stopped the integration at time 0.0093. We noticed that SDM2 had a larger number of error test failures and Jacobian factorizations. We also compared the solutions at this time point and found that the solution given by SDM2 was similar to those of the other methods but with largest relative error.

3.2. Example 2

A similar experiment on the original Exxon model has also been done. In this example, there are about 117 equations in the original DAE system and about 447 sensitivity parameters.

From Table 5, we can see that the performance of the staggered direct method with two different options is almost the same. However, for the staggered corrector method, the seed matrix option is much more efficient than the matrix times vector option, and is even more efficient than the staggered direct method. This is because we have only one sensitivity parameter. It may not be true after we increase the number of parameters, as we will see in the next table. We also note that the simultaneous corrector method is as efficient as the staggered corrector method when the seed matrix option is chosen.

Comparing the results in Table 6, we find that the matrix times vector method is much more efficient than the seed matrix option, in contrast to the results of Table 5. We note that the test problems here have the property that the number of differential equations for the state variables is not very large and the function evaluation is very expensive. Thus the cost of the Jacobian evaluation and matrix factorization does not dominate. The condition (18) is satisfied. The other reason why the matrix times vector method is better for this example is that the number of sensitivity parameters (= 447) is much larger than the number of equations (= 117) and the condition (17) is satisfied. Since both conditions are satisfied, the matrix times vector method should be more efficient than the seed matrix option according to our analysis in Section 2.2.

As in example 1, this problem cannot be solved effectively by the original staggered direct method [3].

<table>
<thead>
<tr>
<th>Table 5</th>
<th>Example 2. Sensitivity analysis results for one parameter</th>
</tr>
</thead>
<tbody>
<tr>
<td>Methods</td>
<td>SDS</td>
</tr>
<tr>
<td>Time steps</td>
<td>840</td>
</tr>
<tr>
<td>Jac. eva.</td>
<td>848</td>
</tr>
<tr>
<td>Jac. fac.</td>
<td>848</td>
</tr>
<tr>
<td>Err. fail.</td>
<td>6</td>
</tr>
<tr>
<td>Non. iter.</td>
<td>1380</td>
</tr>
<tr>
<td>Non. iter. SA</td>
<td>846</td>
</tr>
<tr>
<td>Non. it. fail.</td>
<td>2</td>
</tr>
<tr>
<td>CPU sec.</td>
<td>176.94</td>
</tr>
</tbody>
</table>
Table 6
Example 2. Sensitivity analysis results for 447 parameters

<table>
<thead>
<tr>
<th>Methods</th>
<th>SDS</th>
<th>SDM</th>
<th>STCS</th>
<th>STCM</th>
<th>SICS</th>
</tr>
</thead>
<tbody>
<tr>
<td>Time steps</td>
<td>998</td>
<td>997</td>
<td>1692</td>
<td>1594</td>
<td>1581</td>
</tr>
<tr>
<td>Jac. eva.</td>
<td>1006</td>
<td>1004</td>
<td>101</td>
<td>1712</td>
<td>77</td>
</tr>
<tr>
<td>Jac. fac.</td>
<td>1006</td>
<td>1004</td>
<td>101</td>
<td>118</td>
<td>77</td>
</tr>
<tr>
<td>Err. fail.</td>
<td>6</td>
<td>5</td>
<td>33</td>
<td>35</td>
<td>12</td>
</tr>
<tr>
<td>Non. iter.</td>
<td>1142</td>
<td>1492</td>
<td>1988</td>
<td>1919</td>
<td>2412</td>
</tr>
<tr>
<td>Non. iter. SA</td>
<td>1004</td>
<td>1002</td>
<td>2357</td>
<td>2261</td>
<td>2412</td>
</tr>
<tr>
<td>Non. it. fail.</td>
<td>2</td>
<td>2</td>
<td>2</td>
<td>2</td>
<td>2</td>
</tr>
<tr>
<td>CPU sec.</td>
<td>3494.69</td>
<td>782.47</td>
<td>7506.32</td>
<td>1502.56</td>
<td>7282.20</td>
</tr>
</tbody>
</table>

4. Conclusion

In this paper, we compared the complexity and efficiency of three sensitivity analysis methods on a special class of problems. We found that the simultaneous corrector method can be made nearly as efficient as the staggered corrector method with the seed-matrix option of ADIFOR, provided that the diagonal approximation of the full Jacobian converges the Newton iteration well, which happens for most problems.

We found that for problems with an ill-conditioned iteration matrix, the original implementation [3] of the staggered direct method can be unreliable. However, the modified staggered direct method is efficient and reliable for problems which have a large number of sensitivity parameters and a very costly function evaluation that dominates the cost of the Jacobian factorization, or for problems with a rapidly changing iteration matrix.

For evaluation of the sensitivity equations, the matrix times vector method is more efficient than the seed matrix option of ADIFOR when the two requirements (17) and (18) we proposed are satisfied. Roughly speaking, this will be the case for problems with costly function evaluations and a number of sensitivity parameters which is large relative to the maximum number of nonzero entries in any row of the Jacobian. Because the relative efficiencies of the sensitivity analysis methods are so problem-dependent, we have included all of the methods as options in DASPK3.0. Based on our overall experience, here are our recommendations. For problems with few parameters, use the staggered corrector or simultaneous corrector method with the seed-matrix option. For problems with many parameters, the staggered direct or staggered corrector method with the matrix times vector option will often be the best choice.

References


About IMACS

IMACS, the International Association for Mathematics and Computers in Simulation, is an association of professionals and scientists concerned with scientific computing and the simulation of systems. Topics included are mathematics modeling, numerical analysis, approximation theory, computer hardware and software, programming languages and compilers. Applications are considered in the engineering, physical, social life and environmental sciences. IMACS also concerns itself with the general philosophy of scientific computation, with its impact on society and on disciplinary and interdisciplinary research.

IMACS is one of the five International Scientific Associations (with IFIP, IFAC, IFORS and IMEKO) represented in FIACC (the Five International Associations Coordinating Committee): FIACC interfaces with UNESCO and other national and international organizations in the area of computers, automation and the relevant applied mathematics. Of the five, IMACS is the oldest, having been founded in 1956 (originally as AICA: change to the present name took place in 1976).

IMACS organizes local and international scientific symposia and conferences and sponsors publications in its field of interest.

Statement of objectives

The purpose of the Journal is to provide a forum for the publication of high quality research and tutorial papers in computational mathematics. In addition to the traditional issues and problems in numerical analysis, the Journal also publishes papers describing relevant applications in such fields as physics, fluid dynamics, engineering and other branches of applied science.

The Journal will be flexible in the type of papers it publishes and their format. Equally desirable are:

(i) Full papers, which should be complete and relatively self-contained original contributions with an introduction that can be understood by the broad computational mathematics community. Both rigorous and heuristic styles are acceptable. Of particular interest are papers about new areas of research, in which other than strictly mathematical arguments may be important in establishing a basis for further developments.

(ii) Tutorial review papers, covering some of the important issues in Numerical Mathematics, Scientific Computing and their Applications.

The Journal will occasionally publish contributions which are larger than the usual format for regular papers.

(iii) Short notes, which present specific new results and techniques in a brief communication.

The Journal strives to provide authors with a refereed outlet for their work which is subject to the least possible publication delay. This is done by minimal editing delays and offering authors the option to submit camera-ready copy.

Instructions to authors and authors’ benefits

I. Text
Text (articles, notes, questions or replies) must be typed on one side of the sheet only, with a margin of at least 5 cm (2 ins) on the left. Any sheet must contain part or all of one article only. Good quality duplication copies are acceptable. Titles of chapters and paragraphs should appear clearly distinguished from the text.

II. Equations
Mathematical equations inserted in the text must be clearly formulated in such a manner that there can be no possible doubt about the meaning of the symbols employed.

III. Figures
The figures, if any, must be clearly numbered and their positions in the text marked.

IV. Summaries
A summary of 10 to 20 typed lines written by the author in the language of his choice will be published with each article.

V. Required information
Provide title, authors, affiliation, data of dispatch and a 100- to 250- word abstract on a separate sheet. Provide a separate sheet with the exact mailing address for correspondence.

VI. Mailing instructions
Manuscripts should be sent in triplicate to one of the Editors-in-Chief. All material received will be reviewed as rapidly as possible. Authors may alternatively choose to send their manuscript in duplicate to one of the members of the Editorial Board, and one copy of their manuscript with copy of their cover letter to one of the Editors-in-Chief. The process of review will, in those cases, be under the responsibility of the chosen member of the Editorial Board who will forward his decision to publish/not publish to the Editors-in-Chief. Upon acceptance of an article, author(s) will be asked to transfer copyright of the article to the publisher. This transfer will ensure the widest possible dissemination of information.

VII. Authors’ benefits
(1) 50 offprints per contribution free of charge.
(2) 30% discount on all Elsevier Science books.

Instructions for LATEX manuscripts

The LATEX files of papers that have been accepted for publication may be sent to the Publisher by e-mail or on a diskette (3.5" MS-DOS). If the file is to be included in Elsevier-LATEX, standard LATEX, or AMS-LATEX (in document style "article") the Elsevier LATEX package (including detailed instructions for LATEX preparation) can be obtained from the Comprehensive TeX Archive Network (CTAN). Search for Elsevier on the CTAN Search page (http://www.ucc.ie/ctan/), or use direct access via FTP at ftp.geant.de (Germany), ftp.tec.uucn (UK), or ftp.cs.umb.edu (Massachusetts, USA) and go to the directory /tex-archive/macroslatex/base/latex-support/elsevier. Notations from the accepted version are permissible, without the explicit approval of the Editor. The Publisher reserves the right to decide whether to use the author’s file or not. If the file is sent by e-mail, the name of the journal, Applied Numerical Mathematics, should be mentioned in the subject field of the message to identify the paper. Authors should include an ASCII table (available from the Publisher) in their files to enable the detection of transmission errors. The files should be mailed to:

P. de Boer, Elsevier Science B.V., P.O. Box 2759, 1000 CT Amsterdam, Netherlands. Fax: (31-20) 4855521. E-mail: p.deboer@elsevier.nl.

USA mailing notice: Applied Numerical Mathematics (ISSN 0168-9274) is published monthly by Elsevier Science B.V. (P.O. Box 211, 1000 AE Amsterdam, The Netherlands). Annual subscription price in the USA US$ 1343.00 (valid in North, Central and South America), including air speed delivery. Application to mail at periodical postage rate is pending at Jamaica, NY 11431.

USA POSTMASTER: Send address changes to Applied Numerical Mathematics, Publications Expediting Inc., 200 Meacham Ave, Elmont, NY 11003.


Publication Information: Applied Numerical Mathematics (ISSN 0168-9274). For 2000 volumes 32-35 are scheduled for publication. A combined subscription to Applied Numerical Mathematics and Mathematics and Computers in Simulation (Vols. 52-54) at reduced rate is available. Subscription prices are available upon request from the Publisher or from Regional Sales Office nearest you or from this journal's website (http://www.elsevier.nl/journals/apnum). Further information is available on this journal and other Elsevier Science products through Elsevier's website: (http://www.elsevier.nl). Subscriptions are accepted on a prepaid basis only and are entered on a calendar year basis. Issues are sent by standard mail (surface within Europe, air delivery outside Europe). Priority rates are available upon request. Claims for missing issues should be made within six months of the date of dispatch. For orders, claims, product enquires (no manuscript enquiries) please contact the Customer Support Department at the Regional Sales Office nearest to you:

New York, Elsevier Science, P.O. Box 945, New York, NY 10159-0945, USA. Tel.: (+1) 212-633-3730, [Toll Free number for North American Customers: 1-888-4E5-INFO (437-4636)], Fax: (+1) 212-633-3680, E-mail: usinfo-1@elsevier.com

Amsterdam, Elsevier Science, P.O. Box 211, 1000 AE Amsterdam, The Netherlands. Tel.: (+31) 20-485-3757, Fax: (+31) 20-485-3432, E-mail: nlinfo-1@elsevier.nl

Tokyo, Elsevier Science, 9-15, Higashi-Azabu 1-chome, Minato-ku, Tokyo 106-0044, Japan. Tel.: (+81) 3-5561-5033, Fax: (+81) 3-5561-5047, E-mail: info@elsevier.co.jp

Singapore, Elsevier Science, No. 1 Temasek Avenue, #17-01 Millennium Tower, Singapore 039192. Tel.: (+65) 434-3727, Fax: (+65) 337-2230, E-mail: asiainfo@elsevier.com

Rio de Janeiro, Elsevier Science, Rua Sete de Setembro 111/16 Andar, 20050-002 Centro, Rio de Janeiro – RJ, Brazil. Tel.: (+55) (21) 509 5340, Fax: (+55) (21) 507 1991, E-mail: elsevier@campus.com.br [Note (Latin America): for orders, claims and help desk information, please contact the Regional Sales Office in New York as listed above].